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Recent advances in computer vision have led to the development
of image classification models that can predict tens of thousands
of object classes. Training these models can require millions of
examples, leading to a demand of potentially billions of annotations.
In practice, however, images are typically sparsely annotated, which
can lead to problematic biases in the distribution of ground truth
labels that are collected. This potential for annotation bias may
then limit the utility of ground truth-dependent fairness metrics
(e.g., Equalized Odds).
To address this problem, in this work we introduce a new framing to the measurement of fairness and bias that does not rely on
ground truth labels. Instead, we treat the model predictions for
a given image as a set of labels, analogous to a “bag of words”
approach used in Natural Language Processing (NLP) [15]. This
allows us to explore different association metrics between prediction sets in order to detect patterns of bias. We apply this approach
to examine the relationship between identity labels, and all other
labels in the dataset, using labels associated with male and female)
as a concrete example. We demonstrate how the statistical properties (especially normalization) of the different association metrics
can lead to different sets of labels detected as having "gender bias".
We conclude by demonstrating that pointwise mutual information
normalized by joint probability (nPMI) is able to detect many labels with significant gender bias despite differences in the labels’
marginal frequencies. Finally, we announce an open-sourced nPMI
visualization tool using TensorBoard.
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1

INTRODUCTION

The impact of algorithmic bias in computer vision models has been
well-documented [c.f., 6, 21]. Examples of the negative fairness
impacts of machine learning models include decreased pedestrian
detection accuracy on darker skin tones [25], gender stereotyping
in image captioning [7], and perceived racial identities possibly
impacting unrelated labels [23]. Many of these examples are directly
related to currently deployed technology, which highlights the
urgency of solving these fairness problems as adoption of these
technologies continues to grow.
Many common metrics for quantifying fairness in machine learning models, such as Statistical Parity [10], Equality of Opportunity
[13] and Predictive Parity [8], rely on datasets with a significant
amount of ground truth annotations for each label under analysis.
However, modern applications of computer vision models often
rely on datasets with relatively sparse ground truth . One reason for
this is the significant growth in the number of predicted labels: the
benchmark challenge dataset PASCAL VOC introduced in 2008 had
only 20 categories [11], while less than 10 years later, the benchmark challenge dataset ImageNet provided hundreds of categories
[19], and as systems have rapidly improved, it is now common to
use the full set of ImageNet categories, which number more than
20,000 [1].
While the benefits of a large label space are clear, such as a more
fine-grained ontology of the visual world, it also increases the complexity of implementing groundtruth-dependent fairness metrics.
This concern is compounded by the common practice of collecting
training datasets from different online resources [18]. This can lead
to patterns where specific labels are omitted in a biased way, either through human bias (e.g., crowdsourcing where certain valid
labels aren’t "salient" enough to be tagged) or through algorithmic bias (e.g., selecting labels for human verification based on the
predictions of another model). If the ground truth annotations in
a sparsely labelled dataset are themselves potentially biased, then
the premise of a fairness metric that "normalizes" to groundtruth
patterns may be incomplete. In light of this, we argue that it is
important to develop bias metrics that do not explicitly rely on
“unbiased” ground truth labels.
In this work, we introduce a novel approach for measuring problematic model biases, focusing on the behavior of the model directly. This has several advantages compared to common fairness
approaches in the context of large label spaces, making it possible
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to identify skews as a function of the regular practice of running
a model over a dataset. We study several different metrics that
measure associations between labels, building upon work in Natural Language Processing [9] and information theory. We perform
experiments on these association metrics using the Open Images
Dataset [17] which has a large enough label space to illustrate how
this framework can be generally applied, but we note that the focus
of this paper is on introducing the relevant techniques, and do
not require a specific dataset in particular. We demonstrate that
normalized pointwise mutual information (nPMI) is particularly
useful for understanding the correlations between labels and identity attributes in this setting, and can uncover stereotype-aligned
correlations that the model has learned. This metric is particularly
promising because:
• It requires no ground truth annotations.
• It can be used to provide insight into per-label correlations
between model predictions and identity attributes.
• It is robust to low- and high-frequency labels.
Finally we announce an open-sourced visualization tool in TensorBoard that allows users to explore patterns of label bias in large
datasets using the nPMI metric.

2

RELATED WORK

In 1990, Church and Hanks [9] introduced a novel approach to
quantifying associations between words based on mutual information [12, 20] and inspired by psycholinguistic work on word norms
[24] that catalogue words that people closely associate. For example, subjects respond more quickly to the word nurse if it follows
a highly associated word such as doctor. Church and Hanks’ proposed metric applies mutual information to words using a pointwise
approach, measuring co-occurrences of distinct word pairs rather
than averaging over all words. This enables a quantification of the
question, "How closely related are these words?" by measuring their
co-occurrence rates relative to chance in the dataset of interest. In
this case, the dataset of interest is a computer vision evaluation
dataset, and the words are the labels that the model predicts.
This information theoretic approach to uncovering word associations became a prominent method in the field of Natural Language
Processing, with applications ranging from measuring topic coherence [2] to collocation extraction [5] to great effect, although
often requiring a good deal of preprocessing in order to incorporate details of a sentence’s syntactic structure. However, without
preprocessing, this method functions to simply measure word associations regardless of their order in sentences or relationship to one
another, treating words as an unordered set of tokens (a so-called
"bag-of-words") [14].
As we show in this paper, this simple approach can be newly applied to an emergent problem in the machine learning ethics space:
The identification of problematic associations that an ML model has
learned. This approach is comparable to measuring correlations,
although the common correlation metric of Spearman Rank [22]
operates on assumptions that are not suitable for this task, such as
linearity and monotonicity. The related correlation metric of the
Kendall Rank Correlation [16] does not require such behavior, and
we include comparisons with this approach.
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Additionally, many potentially applicable metrics for this problem rely on simple counts of paired words, which does not take
into consideration how the words are distributed with other words
(e.g., sentence syntax or context); we will elaborate on how this
information can be formally incorporated into a bias metric in the
Discussion and Future Works section.
This work is motivated by recent research on fairness in machine
learning (e.g., [13]), which at a high level seeks to define criteria
that result in equal outcomes across different subpopulations. The
focus in this paper is complementary to previous fairness work,
honing in on ways to identify and quantify the specific problematic
associations that a model may learn rather than providing an overall
measurement of a model’s unfairness. It also offers an alternative to
fairness metrics that rely on comprehensive ground truth labelling,
which is not always available for large datasets (e.g., the Open
Images Dataset, which we experiment with in this work). We now
turn to a formal description of the problem we seek to solve.

3 FAIRNESS AND ASSOCIATIONS METRICS
3.1 Problem Definition
We have a dataset D which contains image examples and labels
generated by a image classifier. This classifier takes one image example and predicts "Is label 𝑦𝑖 relevant to the image?" for each
label in L = {𝑦1, 𝑦2, ..., 𝑦𝑛 }. We infer 𝑃 (𝑦𝑖 ) and 𝑃 (𝑦𝑖 , 𝑦 𝑗 ) from D
such that for a given random image in D, 𝑃 (𝑦𝑖 ) is the probability
of having 𝑦𝑖 as positive prediction and 𝑃 (𝑦𝑖 , 𝑦 𝑗 ) is the joint probability of having both 𝑦𝑖 and 𝑦 𝑗 as positive predictions. We further
assume that we have identity labels 𝑥 1, 𝑥 2 ∈ L that belong to some
protected subgroup for which we wish to compute a bias metric
(e.g., male and female)1 . We will measure bias with respect to these
identity labels for all other labels 𝑦 ∈ L.
For ease of discussion in the rest of this paper, we notate any
generic association metric as 𝐴(𝑥 𝑗 , 𝑦), where 𝑥 𝑗 is an identity label and 𝑦 is any other label. We define a gap for label 𝑦 between
two identity labels [𝑥 1, 𝑥 2 ] with respect to the association metric
𝐴(𝑥 𝑗 , 𝑦) as 𝐺 (𝑦|𝑥 1, 𝑥 2, 𝐴(·)) = 𝐴(𝑥 1, 𝑦) −𝐴(𝑥 2, 𝑦). For example, the
association between the labels female and bike, 𝐴(𝑓 𝑒𝑚𝑎𝑙𝑒, 𝑏𝑖𝑘𝑒) can
be compared to the association between the labels male and bike,
𝐴(𝑚𝑎𝑙𝑒, 𝑏𝑖𝑘𝑒). The difference between them is the gap for the label
bike,
𝐺 (𝑏𝑖𝑘𝑒 |𝑚𝑎𝑙𝑒, 𝑓 𝑒𝑚𝑎𝑙𝑒, 𝐴(·)) = 𝐴(𝑓 𝑒𝑚𝑎𝑙𝑒, 𝑏𝑖𝑘𝑒) - 𝐴(𝑚𝑎𝑙𝑒, 𝑏𝑖𝑘𝑒).
The first objective we are interested in is "Is the prediction of
label 𝑦 biased with respect to 𝑥 1 or 𝑥 2 ?". In some contexts, collecting
ground truth labels for 𝑥 1 and 𝑥 2 is possible because it is not as
costly as collecting ground truth labels for all labels in L. In that
setting, all formulations are equivalent except 𝑥 1 and 𝑥 2 can be
based on the ground truth directly rather than based on classifier
predictions.
The second objective is determining which labels have the largest
discrepancy in this bias for 𝑦 between 𝑥 1 and 𝑥 2 . If 𝑥 1 and 𝑥 2 both
belong to a common identity attribute (e.g., male and female both
being labels related to gender), then one may consider them to fall
1 For the rest of the paper, we focus on only two identity labels with notation 𝑥 and
1
𝑥 2 for simplicity, but it is straightforwardly extended to any number of identity labels
by using pairwise comparison of all identity labels, or by using a one-vs-all gap (e.g.
𝐴(𝑥, 𝑦) − E [𝐴(𝑥 ′, 𝑦) ] where 𝑥 ′ is the set of all other 𝑥 )
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Figure 1: Label ranking shifts for metric-to-metric comparison.
Each point represents the rank of a single label when sorted by 𝐺 (𝑦|𝑥 1, 𝑥 2, 𝐴). The coordinates represent the rankings for different metrics 𝐴
on the 𝑥 and 𝑦 axes. A highly-correlated plot along 𝑦 = 𝑥 would imply that the two metrics lead to very similar bias rankings according to 𝐺.
along a shared identity dimension. In this context, one might consider the skew of 𝑦 along this implicit dimension to be approximated
by the difference in associations, as described in the bike example
above. We choose this gender example because of the abundance
of these specific labels in the Open Images Dataset, however this
choice should not be interpreted to mean that gender representation is one-dimensional, nor that paired labels are required for the
general1 approach. Nonetheless, this simplification is important
because it allows us to demonstrate how a single per-label approximation of "bias" can be measured between paired labels, and we
leave details of further expansions to the Discussion in Section 5. As
the count of labels |L| approaches tens of thousands and increases
year by year for modern machine learning models, it is helpful to
have a simple metric that can be computed and reasoned about at
scale.

3.2

Fairness and Association Metrics

To ground our examination within a variety of potentially applicable approaches for this task, we consider several sets of related
metrics 𝐴(·) that can be applied given the constraints of the problem
at hand – limited groundtruth, non-linearity, and no assumptions
about the underlying distribution of the data.
We first consider fairness metrics, where one of the most common fairness metrics, Demographic (or Statistical) Parity [4, 10, 13],
a quantification of the legal doctrine of Disparate Impact [3], can
be applied directly for the given task constraints.2 Other metrics
that are possible to adopt for this task include those based on
Intersection-over-Union (IOU) measurements, and metrics based
on correlation and statistical tests. We next describe each of these
metrics in further detail and their relationship to the task at hand.
In summary, we compare the following metrics:
• Fairnesss: Demographic Parity
• Entropy: Pointwise Mutual Information (PMI), Normalized
Pointwise Mutual Information (nPMI).
• IOU: Sørensen-Dice Coefficient (SDC), Jaccard Index (JI).
• Correlation and Statistical Tests: Kendall Rank Correlation
(𝜏𝑏 ), Log-Likelihood Ratio (LLR), T-test.
2 Other

common fairness metrics, such as Equality of Opportunity, require both an
estimated and a groundtruth label, which makes the right way to apply them to this
task less clear. We flag this for further work.

One of the important aspects of our problem setting is the counts
of images with labels and label intersections, i.e., 𝐶 (𝑦), 𝐶 (𝑥 1, 𝑦), and
𝐶 (𝑥 2, 𝑦). These values can span a large range for different labels 𝑦
in the label set L. Some metrics are theoretically more sensitive to
the frequencies/counts of the label 𝑦 as determined by their nonzero
partial derivatives with respect to 𝑃 (𝑦) (see Table 2). However, as
we further discuss in Sections 4 and 5, our experiments indicate
that in a real dataset, metrics with non-zero partial derivatives
are best able to capture biases across a range of label frequencies.
Differential sensitivity to label frequency could be problematic in
practice for two reasons:
(1) It would not be possible to compare 𝐺 (𝑦|𝑥 1, 𝑥 2, 𝐴(·)) between
labels 𝑦 with different marginal frequencies (counts) 𝐶 (𝑦).
(2) The alternative, bucketizing labels by marginal frequency
and setting distinct thresholds per bucket, would add significantly more hyperparameters and essentially amount to
manual frequency-normalization.
The following sections contain basic explanations of these metrics for a general audience, with the running example of bike, male,
female. We leave further mathematical analyses of the metrics to
the Appendix. However, integral to the application of nPMI in this
task is the choice of normalization factor, and so we discuss this in
further detail in Section 3.3.
Demographic Parity
𝐺 (𝑦|𝑥 1, 𝑥 2, 𝐷𝑃) = 𝑃 (𝑦|𝑥 1 ) − 𝑃 (𝑦|𝑥 2 )
Demographic Parity focuses on differences between the conditional
probability of 𝑦 given 𝑥 1 and 𝑥 2 : How likely 𝑏𝑖𝑘𝑒 is for 𝑚𝑎𝑙𝑒 vs
𝑓 𝑒𝑚𝑎𝑙𝑒.
Entropy

𝐺 (𝑦|𝑥 1, 𝑥 2, 𝑃𝑀𝐼 ) = 𝑙𝑛




𝑃 (𝑥 1, 𝑦)
𝑃 (𝑥 2, 𝑦)
− 𝑙𝑛
𝑃 (𝑥 1 )𝑃 (𝑦)
𝑃 (𝑥 2 )𝑃 (𝑦)

Pointwise Mutual Information, adapted from information theory,
is the main entropy-based metric studied here. In this form, we are
analyzing the entropy difference between [𝑥 1, 𝑦] and [𝑥 2, 𝑦].
This essentially examines how bike patterns in two different
distributions: male and female.
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There are several commonly used normalization techniques, the
precise choice of which is crucial in our problem setting because of
the imbalances in count values 𝐶 (𝑦) for different labels across L.
And so, for example, it can be harder to figure out how rare
labels (like 𝑙𝑖𝑏𝑏𝑒𝑟𝑡𝑖𝑔𝑖𝑏𝑏𝑒𝑡) are behaving with respect to the chosen
identity labels.
Remaining Metrics
We use the Sørensen-Dice Coefficient (SDC), which has the
commonly-used F1-score as one of its variants; the Jaccard Index
(JI), a common metric in Computer Vision also known as Intersection Over Union (IOU); Log-Likelihood Ratio (LLR), a classic
flexible comparison approach; Kendall Rank Correlation, which
is also known as 𝜏𝑏 -correlation, and is the particular correlation
method that can be reasonably applied in this setting; and the 𝑡-test,
a common statistical significance test that can be adapted in this
setting [15]. Each of these metrics have different behaviours, however, we limit our mathematical explanation to the Appendix, as
we found these metrics are either less useful in practice or behave
similarly to other metrics in this use case (further described in the
Appendix).

3.3

Normalizing PMI

As mentioned previously, one major challenge in our problem
setting is the sensitivity of these association metrics to the frequencies/counts of the labels in L. Some metrics are weighted
more heavily towards labels with large marginal frequencies, 𝐶 (𝑦),
in spite of differences in joint probabilities along identity dimensions (𝑃 (𝑥 1, 𝑦), 𝑃 (𝑥 2, 𝑦)). The same is true for other metrics that
are weighted towards smaller marginal frequencies. Because of
this problem, several different normalization techniques have been
applied to PMI for years. Common normalizations include:
• 𝑛𝑃𝑀𝐼 𝑦 : Normalizing each term by 𝑃 (𝑦).
• 𝑛𝑃𝑀𝐼 𝑗𝑜𝑖𝑛𝑡 : Normalizing the two terms by 𝑃 (𝑥 1, 𝑦) and 𝑃 (𝑥 2, 𝑦),
respectively.
• 𝑃𝑀𝐼 2 : Using 𝑃 (𝑥 1, 𝑦) 2 and 𝑃 (𝑥 2, 𝑦) 2 instead of 𝑃 (𝑥 1, 𝑦) and
𝑃 (𝑥 2, 𝑦), the normalization effects of which are further illustrated in the Appendix.
Each of these normalization methods have different impacts on
the PMI metric. The main advantage of these normalizations is the
ability to compare metric gaps between label pairs [𝑦1, 𝑦2 ] (e.g.,
comparing the gender skews of two labels like long hair and dido
flip) even if 𝑃 (𝑦1 ) and 𝑃 (𝑦2 ) are very different. In the Experiments
section, we discuss which of these is most effective and meaningful
for the fairness and bias use case motivating this work.

4

EXPERIMENTS

In order to compare these metrics, we use the Open Images Dataset
(OID) [17]. According to the dataset description, the images are
diverse and often contain complex scenes with several objects, with
machine-generated labels (see [17] for details on the model). This
dataset is very useful for demonstrating realistic use cases as well
because of the number of labels, which is nearly 20,000. The label
space is also diverse, including objects (cat, car, tree), materials
(leather, basketball), moments/actions (blowing out candles, woman
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Metrics Min/Max 𝐶 (𝑦) Min/Max 𝐶 (𝑥 1, 𝑦) Min/Max 𝐶 (𝑥 2, 𝑦)
PMI
15/10551
1/1059
8/7755
𝑃𝑀𝐼 2
15/10551
1/1059
8/7755
LLR
15/10551
1/1059
8/7755
DP
6104/785045
628/239950
5347/197795
JI
4158/562445
399/144185
3359/183132
SDC
2906/562445
139/144185
2563/183132
𝑛𝑃𝑀𝐼 𝑦
35/562445
1/144185
9/183132
𝑛𝑃𝑀𝐼𝑥 𝑦
34/270748
1/144185
20/183132
𝜏𝑏
6104/785045
628/207723
5347/183132
T-test
960/562445
72/144185
870/183132
Table 1: Minimum and maximum count values for top100
labels for metrics gaps

playing guitar), and scene descriptors and attributes (beautiful, smiling, forest). Because the spectrum of labels is broad, and exhaustive
ground truth collection is impractical, there is significant potential
for bias and fairness concerns.
In our experiments, we apply each of the association metrics
𝐴(𝑥𝑖 , 𝑦) on these machine-generated predictions for identity labels
𝑥 1 = 𝑚𝑎𝑙𝑒, 𝑥 2 = 𝑓 𝑒𝑚𝑎𝑙𝑒 and all other labels 𝑦 ′ in the Open Images
Dataset L. We then compute the metric gap for each label 𝑦, for
the different metrics. Finally, we use these values to compare and
contrast the metrics.

4.1

Label Ranks

The first experiment we performed is to compute the metrics, and
the gaps – 𝐴(𝑥 1, 𝑦), 𝐴(𝑥 2, 𝑦) and 𝐺 (𝑦|𝑥 1, 𝑥 2, 𝐴) – over the OID
dataset. We then sorted the labels by 𝐺 and studied how the distribution of ranks differed between different 𝐴. Figure 1 shows
examples of these metric-to-metric label rank distribution comparisons (all other metric-to-metric comparisons can be found in
the Appendix). Here, we plot how a single label can have quite a
different ranking when using two different metrics for computing
"bias".
When comparing metrics, we found that they grouped together
in a few clusters based on similar ranking patterns when sorting by
𝐺 (𝑦|𝑚𝑎𝑙𝑒, 𝑓 𝑒𝑚𝑎𝑙𝑒, 𝐴(·)). In the first cluster, pairwise comparisons
between PMI, PMI2 and LLR show linear relationships when sorting
labels by 𝐺. Indeed, while some labels show modest changes in rank
between these metrics, they share all of their top 100 labels, and
>99% of label pairs maintain the same relative ranking between
metrics. By contrast, there are only 7 labels in common between
the top 100 labels of PMI2 and SDC. Due to the similar behavior of
this cluster, we therefore focus on PMI moving forward, and see
the Appendix for further details on these relationships.
Similar results were obtained for another cluster of metrics: DP,
JI, and SDC. All pairwise comparisons generated linear plots, with
about 70% of the top 100 labels shared in common between metrics when sorted by 𝐺 (·). Furthermore, about 95% of pairs of those
overlapping labels maintained the same relative ranking between
metrics. We chose to focus on Demographic Parity moving forward due to its mathematical simplicity and prominence in fairness
literature.

Measuring Model Biases in the Absence of Ground Truth
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Figure 2: Top 100 count distributions for PMI, nPMI𝑥 𝑦 , and 𝜏𝑏
The distribution of 𝐶 (𝑦), 𝐶 (𝑥 1, 𝑦), and 𝐶 (𝑥 2, 𝑦) for the top 100 biased labels for each metric. The 𝑥-axis is the logarithmic-scaled bins and
𝑦-axis is the number of labels which have the corresponding count values in that bin. Each metric sums up to 100.

𝜕DI

𝜕𝑝 (𝑦)
0

𝜕𝑝 (𝑥 1, 𝑦)

𝜕PMI

0

𝜕𝑛𝑃𝑀𝐼 𝑦

𝑙𝑛 ( 𝑝 (𝑥 2 ,𝑦) )
1
𝑙𝑛 2 (𝑝 (𝑦))𝑝 (𝑦)

𝜕𝑛𝑃𝑀𝐼𝑥 𝑦

𝑙𝑛 ( 𝑝 (𝑥 2 ,𝑦) )
1
𝑙𝑛 (𝑝 (𝑥 2 ,𝑦))𝑙𝑛 (𝑝 (𝑥 1 ,𝑦))𝑝 (𝑦)

𝜕𝑃𝑀𝐼 2

0

𝑝 (𝑥 1 )
𝑝 (𝑥 1 ,𝑦)𝑝 (𝑦) +
1
𝑙𝑛 (𝑝 (𝑥 2 ,𝑦))𝑝 (𝑥 1 ,𝑦)

𝑝 (𝑥 1 ,𝑦)
−
(𝑝 (𝑥 1 )+𝑝 (𝑦)) 2
𝑝 (𝑥 2 ,𝑦)
(𝑝 (𝑥 2 )+𝑝 (𝑦)) 2

1
(𝑝 (𝑥 1 )+𝑝 (𝑦)) 2

1
𝑝 (𝑥 1 )

𝑝 (𝑥 1 )
𝑝 (𝑥 1 ,𝑦)𝑝 (𝑦)

𝑝 (𝑥 ,𝑦)

1
𝑙𝑛 (𝑝 (𝑦))𝑝 (𝑥 1 ,𝑦)

𝑝 (𝑥 ,𝑦)

𝜕SDC

*check App-3.2

𝜕JI

*check App-3.2

𝑝 (𝑥 1 )+𝑝 (𝑦)
(𝑝 (𝑥 1 )+𝑝 (𝑦)−𝑝 (𝑥 1 ,𝑦)) 2

𝜕LLR

0

1
𝑝 (𝑥 1 ,𝑦)

𝜕𝜏𝑏

*check App-3.2

*check App-3.2

𝜕T-test

*check App-3.2

*check App-3.2

Table 2: Metric orientations.
This table shows the partial derivatives of the metrics with respect to 𝑃 (𝑦)
and 𝑃 (𝑥 1 , 𝑦). It is useful for understanding sensitivity of the metrics for
different probability values of 𝑃 (𝑦), 𝑃 (𝑥 1 , 𝑦), and 𝑃 (𝑥 2 , 𝑦).

We next sought to understand how incremental changes to the
counts of the labels, 𝐶 (𝑦), affect these rankings in a real dataset.
To achieve this, we added a fake label to the real labels of OID,
setting initial values for its counts and co-occurences in the dataset,
𝑃 (𝑦), 𝑃 (𝑥 1, 𝑦), and 𝑃 (𝑥 2, 𝑦). Then we incrementally increased or decreased the count of label 𝑦, and measured whether its bias ranking
in 𝐺 would change relative to the other labels in OID. We repeated
this procedure for different orders of magnitude of label count 𝐶 (𝑦)
while maintaining the ratio 𝑃 (𝑥 1, 𝑦)/𝑃 (𝑥 2, 𝑦) as constant.
This experiment allowed us to determine whether the theoretical
sensitivities of each metric to label count 𝐶 (𝑦) (as determined by

partial derivatives) would hold in the context of real-world data,
where the underlying distribution of label frequencies may not
be uniform. If certain subsets of the distribution of the label distribution are relatively sparse, for example, then the rank of our
hypothetical label may not change even if the metric 𝐴(·) is itself dependent on the label count. However, in practice we do not observe
this behavior in the tested settings (see Appendix for plots of these
experiments), where label rank moves with label count roughly as
predicted by the partial derivatives in Table 2. In fact, we observed
that metrics with larger partial derivatives for 𝑥 1 , 𝑥 2 , or 𝑦 often led
to a larger change in rank. For example, slightly increasing 𝑃 (𝑥 1, 𝑦)
when 𝑦 always co-occurs with 𝑥 1 , 𝑃 (𝑦) = 𝑃 (𝑥 1, 𝑦) affects ranking
more for 𝐴 = 𝑛𝑃𝑀𝐼 𝑦 compared to 𝐴 = 𝑃𝑀𝐼 (see Appendix).

4.2

Top 100 Labels by Metric Gaps

When applying these metrics to fairness use cases, model owners
may often be most interested in detecting the labels with the largest
metric gaps. If one filters results to a "top K" label set, then the normalization chosen could lead to vastly different sets of purportedly
"biased" labels (e.g. as mentioned earlier, PMI2 and SDC only shared
7 labels in their top 100 set for OID).
To further analyze this issue, we calculated simple values for
each metric’s top 100 labels sorted by 𝐺: minimum and maximum
values of 𝐶 (𝑦), 𝐶 (𝑥 1, 𝑦) and 𝐶 (𝑥 2, 𝑦) as shown in Table 1. The most
salient point is that the clusters of metrics from Section 4.1 also
appear to hold in this analysis as well; PMI, PMI2 , and LLR have low
𝐶 (𝑦), 𝐶 (𝑥 1, 𝑦) and 𝐶 (𝑥 2, 𝑦) ranges, whereas DP, JI, and SDC have
relatively high ranges. Another straightforward observation we
can make is that the nPMI𝑦 and nPMI𝑥 𝑦 ranges include the other
metrics’ ranges especially for the counts of the identity attributes
and a given label, 𝐶 (𝑥 1, 𝑦) and 𝐶 (𝑥 2, 𝑦).
To demonstrate this point more clearly, we plot the distributions of these counts for PMI, NPMI𝑦 and 𝜏𝑏 in Figure 2 (all other
combinations can be found in the Appendix). These three metric
distributions show that PMI exclusively detects labels with low
counts, whereas 𝜏𝑏 almost exclusively detects those with much
higher counts. The exception is nPMI𝑦 and nPMI𝑥 𝑦 ; these two
metrics are cable of capturing labels across a range of marginal
frequencies.
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DISCUSSION

In the previous section, we first showed that some of these association metrics behave very similarly when ranking labels from the
Open Images Dataset. We then showed that the mathematical orientations and sensitivity of these metrics align with experimental
results from OID. Finally, we showed that the different normalizations affect whether labels with high or low marginal frequencies
are likely to be detected as having a significant bias according to
𝐺 (𝑦|𝑥 1, 𝑥 2, 𝐴(·)) in this dataset.
Of particular note is the difference between PMI and nPMI (both
nPMI𝑦 and nPMI𝑥 𝑦 ). The effect of normalizing PMI in practice is
that labels with larger marginal counts can achieve high ranks in
𝐺 (𝑦|𝑥 1, 𝑥 2, 𝑛𝑃𝑀𝐼 ) alongside labels with smaller marginal counts.
While it is true that 𝜕𝑃𝑀𝐼 /𝜕𝑝 (𝑦) = 0, whereas this derivative for
nPMI is non-zero, in practice the labels with smaller counts can
achieve very large 𝑃 (𝑥 1, 𝑦)/𝑃 (𝑥 2, 𝑦) ratios merely by reducing the
denominator to a single image example. By contrast, the normalizations we use for nPMI still allow us to capture a significant amount
of rare labels in the top 100 labels by 𝐺 (𝑦|𝑥 1, 𝑥 2, 𝑛𝑃𝑀𝐼 ), as indicated
by the ranges in Table 1 and Figure 2.
Indeed, if the evaluation set is properly designed to match the
distribution of use cases of the model "in the wild", then we argue
more common labels that have a smaller 𝑃 (𝑥 1, 𝑦)/𝑃 (𝑥 2, 𝑦) ratio are
still critical to audit for biases. Normalization strategies must be
titrated carefully to balance this simple ratio of joint probabilities
with the label’s rarity in the dataset.
An alternative solution to this problem could be bucketing labels
by their marginal frequency. We argue this is a suboptimal solution
for two reasons. First, determining even a single threshold hyperparameter is a painful process for defining fairness constraints.
Systems that prevent models from being published if their fairness discrepancies exceed a threshold would then be required to
titrate this threshold for every bucket. Secondly, bucketing labels
by frequency is essentially a manual and discontinuous form of
normalization anyways; we argue that building normalization into
the metric directly is a more elegant solution.
Finally, to enable detailed investigation of the model predictions,
we implemented and open-sourced a tool to visualize nPMI metrics as a TensorBoard plugin for developers3 . It allows users to
investigate discrepancies between two or more identity labels and
their pairwise comparisons. Users can visualize probabilities, image
counts, sample and label distributions, and filter, flag, and download
these results.
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CONCLUSION AND FUTURE WORK

In this paper we have described association metrics that can measure biases in the large label space of current computer vision classification models. These metrics do not require exhaustive ground
truth annotations for each sample, which allows them to be applied
in contexts where it is difficult to apply standard fairness metrics
such as Equality of Opportunity [13]. According to our experiments,
Normalized Pointwise Mutual Information is a particularly useful
metric for measuring specific biases in a real-world dataset with a
large label space, e.g. the Open Images Dataset.
3 https://github.com/tensorflow/tensorboard/tree/master/tensorboard/plugins/npmi
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This work also introduces several questions for future work. The
first is whether nPMI is also similarly useful as a bias metric in
small label spaces (e.g., credit and loan applications). Second, if
we were to have exhaustive ground truth labels for such a dataset,
how would the sensitivity of nPMI in detecting biases compare
to ground-truth-dependent fairness metrics? Finally, in this work
we treated the labels predicted for an image as a flat set. However, just like sentences have rich syntactic structure beyond this
"bag-of-words" model in NLP, images also have rich structure and
relationships between objects that are not captured by mere binary
co-occurrence rates. This opens up the possibility that within-image
label relationships could be leveraged to better understand how concepts are associated in a large computer vision dataset. We leave
these questions for future works.
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